Cover Sheet: Regression (Chapters 7, 8, 9)

Objective

We want students to learn about the basic ideas of linear regression. We want students to be able to create scatterplots from data and be able to describe the association between the two variables. We expect students to know about correlation as a measure of linear association. The students will have the knowledge to create output that yields R-sq., the slope and the intercept and be capable to interpret them clearly after this activity. Also, we would like the students to know some of the basics about residual analysis and the fit of the linear regression model in certain settings.

The Activity

Prior to assigning this activity, students should have had an introduction to the basic concepts of scatterplots, association, correlation, linear regression lines and associated outputs, and lastly, residual analysis plots. The activity involves a set of data dealing with the Blood Alcohol Content (BAC) of sixteen students from The Ohio State University. Students are asked to make a scatterplot predicting BAC from the number of beers consumed in a certain amount of time. The correlation should be calculated and the association of the two variables should be described. Certain properties about correlation are asked, and they are hopefully learned from. The students are then asked to use a computer or graphical calculator to carry out the linear regression of BAC on number of beers. The students are asked to interpret almost every number that the computer output gives. The students are then asked to make a residual plot and judge the appropriateness of the linear regression line. Lastly, the activity goes above and beyond basic one variable linear regression and the class will discuss a few other more complicated linear regressions.

Assessment

The assessment of this assignment will be based mainly on completion of the assignment with good logical interpretations of the slope, intercept, R-sq., and appropriateness of the linear regression. It should be enforced that a causal relationship between two variables does not always exist just because a high correlation coefficient. 

If the activity is done in class, class participation can be counted as well. How active were particular students? Did they ask intuitive and intelligent questions regarding the activity? 

Formal assessment can include exam questions about particular data sets or homework questions that will reinforce the concepts presented by this activity. A possible question may look something like:

· When the Dow Jones stock index first reached 10,000, the New York Times reported the dates on which the Dow first crossed each of the “thousand” marks, starting with reaching 1000 in 1972. A regression of the Dow prices on year looks (in part) like this:

Dependent variable is : Dow

R-squared = 65.8%

Variable

Coefficients

Constant

-603335.00

Year


       305.47

· What is the correlation between the Dow index and the year?

· Write the regression equation.

· Explain in this context what the equation says.

· Below is a scatterplot of the residuals. Is the linear model appropriate? Why or Why not?




Teaching Notes

· The estimated time to complete this activity is approximately 90 minutes.

· This activity can be done in class or assigned as out-of-class work. Either way I would suggest that students be allowed to work together on the assignment so that they might discuss the issues together.

· This activity is not dependent upon any particular piece of technology. I recommend StatCrunch since it is a free piece of statistical software, but students could do the activity using another software package or graphing calculator. 
Activity: Regression (Chapters 7, 8, 9)
Introduction:
How much alcohol can one consume before one’s Blood Alcohol Content (BAC) is above the legal limit? An undergraduate statistics project was conducted at The Ohio State University in Columbus, Ohio that explored the relationship between BAC and other factors such as amount of alcohol consumed, gender, weight, and age.

The Study: 
The experiment took place in February of 1986 at a student dormitory. Sixteen students volunteered to be the subjects in the experiment. Each student blew into a breathalyzer to indicate that his or her initial BAC was zero. The number (between 1 and 9) of 12 ounce beers to be drunk was assigned to each of the subjects by drawing tickets from a bowl. Thirty minutes after consuming their final beer, students had their BAC measured by a police officer of the OSU police department. The officer also administered a road sobriety test before and after the alcohol consumption. This involved performing four simple tasks, graded on a scale of 1 to 10 (ten being a perfect rating), demonstrating coordination: balancing on one foot, touching the tip of one's nose with a forefinger, placing one's head back with one's eyes closed, and walking heel to toe. The police officer was not aware of how much alcohol each subject had consumed. 

- taken from the Electronic Encyclopedia for Statistical Examples and Exercises entitled ‘BAC.’
The Variables:
ID = identification number
Gender = indicated by female or male
Weight = weight of each subject in pounds.
Beers = number of 12 ounce beers consumed
BAC = blood alcohol content
1st-Sobriety = combined score on the four road sobriety tests before alcohol consumption
2nd-Sobriety = combined score on the four road sobriety tests after alcohol consumption 
The Data: 

ID_OSU
Gender_OSU
Weight_OSU
Beers
BAC
1st-Sobr

2nd-Sobr

 

1

female

132

5
0.1
10

6




2

female

128

2
0.03
9.5

9.25




3

female

110

9
0.19
9.75

4.75




4

male

192

8
0.12
10

7.5




5

male

172

3
0.04
10

9.75




6

female

250

7
0.095
9.5

6.5




7

female

125

3
0.07
9.5

7




8

male

175

5
0.06
9.75

8.75




9

female

175

3
0.02
9.5

6




10

male

275

5
0.05
9.75

8.5




11

female

130

4
0.07
9.5

8.5




12

male

168

6
0.1
9.5

7.75




13

female

128

5
0.085
9.75

8.25




14

male

246

7
0.09
10

7.75




15

male

164

1
0.01
9.5

9.5




16

male

175

4
0.05
10

9


Questions:
1. A statistician decided that the best way to determine association was to calculate the correlation between diameter and volume, and did not concern himself with making a scatterplot. The correlation was .05. He concluded that there was no association, and moved on to other problems. Explain why he should have made a scatterplot.

2. Create a scatterplot. Which variable should be the predictor and which should be the response? 

3. Describe the association between Blood Alcohol Content and the number of beers.  Discuss form, scatter, and direction. Write a sentence or two telling what the plot says about the BAC data. (This should be about our specific data, not about scatterplots in general.)

4. Calculate the correlation coefficient between BAC and Number of Beers.

5. If we had measured the variable beers in ounces consumed instead of number of beers consumed, how would this change the correlation? ( note: 16 ounces in 1 beer)

6. Do these results confirm that the number of beers consumed cause a person to have a high Blood Alcohol Content?

7. What is 
[image: image2.wmf]2
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 for our regression of BAC on Beers? Interpret what this means in the context of the problem. Based on the 
[image: image3.wmf]2
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 value here, how effective do you think the number of beers consumed would be in predicting Blood Alcohol Content?

8. Conduct the Simple Linear regression, and write the equation of the regression line.

9. Interpret the intercept in the context of the problem. 

10. Interpret the slope in the context of the problem.

11. Predict the BAC of a person that has consumed 15 beers. How reliable is this prediction?

12. Plot the residuals against the fitted data. Does the residual plot have any patterns that suggest that the fitted regression model is not appropriate? Explain.

13. A tangent for a moment, judging by the below scatterplot of residuals vs. the predicted values, do you think the linear model is appropriate here?  NOTE: This is the residual plot for a entirely different regression from the one we are currently conducting.
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14. Given the regression equation you found in part 7 and a residual of 0.30, what can we say about the prediction BAC at this value number of beers consumed? Assume the person consumed six beers, what is the actual BAC at this data point?

15. Let’s go a little bit further to broaden your knowledge of regression. Below are two additional regression outputs in an attempt to better predict BAC from more variables. Discuss what changed from the above regression. Are these better models? Is one a better model than the other? There are lots of interesting features to talk about.

Regression 1: 
Dependent Variable: BAC vs. Independent Variable(s): Weight_OSU, Beers 
Parameter estimates: 

	Variable
	Estimate
	Std. Err.
	Tstat
	P-value

	Intercept
	0.03986335
	0.010433283
	3.8207872
	0.0021

	Weight_OSU
	-3.6282092E-4
	5.667988E-5
	-6.40123
	<0.0001

	Beers
	0.019975713
	0.0012628994
	15.817343
	<0.0001



Analysis of variance table for multiple regression model: 

	Source
	DF
	SS
	MS
	F-stat
	P-value

	Model
	2
	0.027816117
	0.013908058
	128.33197
	<0.0001

	Error
	13
	0.0014088831
	1.0837563E-4
	
	

	Total
	15
	0.029225
	
	
	



Root MSE: 0.010410362 
R-squared: 0.9518
Regression 2: 
Dependent Variable: BAC vs. Independent Variable(s): Beers, Weight, Gender = male 
Parameter estimates: 

	Variable
	Estimate
	Std. Err.
	Tstat
	P-value

	Intercept
	0.03870783
	0.010972462
	3.5277252
	0.0042

	Beers
	0.019895956
	0.0013093256
	15.195577
	<0.0001

	Weight_OSU
	-3.444049E-4
	6.842001E-5
	-5.0336866
	0.0003

	Gender_OSU = male
	-0.0032403069
	0.0062860446
	-0.5154763
	0.6156



Analysis of variance table for multiple regression model: 

	Source
	DF
	SS
	MS
	F-stat
	P-value

	Model
	3
	0.027846638
	0.009282213
	80.81081
	<0.0001

	Error
	12
	0.0013783621
	1.14863506E-4
	
	

	Total
	15
	0.029225
	
	
	



Root MSE: 0.010717439 
R-squared: 0.9528 

Regression Activity Instructor Solutions
Introduction:
How much alcohol can one consume before one’s Blood Alcohol Content (BAC) is above the legal limit? An undergraduate statistics project was conducted at The Ohio State University in Columbus, Ohio that explored the relationship between BAC and other factors such as amount of alcohol consumed, gender, weight, and age.

The Study: 
The experiment took place in February of 1986 at a student dormitory. Sixteen students volunteered to be the subjects in the experiment. Each student blew into a breathalyzer to indicate that his or her initial BAC was zero. The number (between 1 and 9) of 12 ounce beers to be drunk was assigned to each of the subjects by drawing tickets from a bowl. Thirty minutes after consuming their final beer, students had their BAC measured by a police officer of the OSU police department. The officer also administered a road sobriety test before and after the alcohol consumption. This involved performing four simple tasks, graded on a scale of 1 to 10 (ten being a perfect rating), demonstrating coordination: balancing on one foot, touching the tip of one's nose with a forefinger, placing one's head back with one's eyes closed, and walking heel to toe. The police officer was not aware of how much alcohol each subject had consumed. 

The Variables:
ID = identification number
Gender = indicated by female or male
Weight = weight of each subject in pounds.
Beers = number of 12 ounce beers consumed
BAC = blood alcohol content
1st-Sobriety = combined score on the four road sobriety tests before alcohol consumption
2nd-Sobriety = combined score on the four road sobriety tests after alcohol consumption 
The Data: 

ID_OSU
Gender_OSU
Weight_OSU
Beers
BAC
1st-Sobr

2nd-Sobr

 

1

female

132

5
0.1
10

6




2

female

128

2
0.03
9.5

9.25




3

female

110

9
0.19
9.75

4.75




4

male

192

8
0.12
10

7.5




5

male

172

3
0.04
10

9.75




6

female

250

7
0.095
9.5

6.5




7

female

125

3
0.07
9.5

7




8

male

175

5
0.06
9.75

8.75




9

female

175

3
0.02
9.5

6




10

male

275

5
0.05
9.75

8.5




11

female

130

4
0.07
9.5

8.5




12

male

168

6
0.1
9.5

7.75




13

female

128

5
0.085
9.75

8.25




14

male

246

7
0.09
10

7.75




15

male

164

1
0.01
9.5

9.5




16

male

175

4
0.05
10

9


Questions:
1. A statistician decided that the best way to determine association was to calculate the correlation between diameter and volume, and not concern himself with making a scatterplot. The correlation was .05. He concluded that there was no association, and moved on to other problems. Explain why he should have made a scatterplot.

The association may be curvilinear. The Correlation coefficient, r, only measures linear association.

2. Create a scatterplot then describe the scatterplot. Which variable should be the predictor and which should be the response?

[image: image5.png]BAC

01

Beers




3. Describe the association between Blood Alcohol Content and the number of beers.  Discuss form, scatter, and direction. Write a sentence or two telling what the plot says about the BAC data. (This should be about our specific data, not about scatterplots in general.)

The association is moderate, positive, and linear. 

Note: likely that person with 9 beers and a BAC of 0.20 will be an outlier.

4. Calculate the correlation coefficient between BAC and Number of Beers.

r is .8944. 

5. If we had measured the variable beers in ounces consumed instead of number of beers consumed, how would this change the correlation? ( note: 16 ounces in 1 beer)

Measuring BAC/Beers in ounces or whatever would not change the correlation coefficient. Correlation, like a z-score, has no units.

6. Do these results confirm that the number of beers consumed cause a person to have a high Blood Alcohol Content?

NO, an association exists between number of beers consumed and BAC, but other factors are involved, gender, weight, etc. Because this was an experiment, we can prove a cause and effect relationship. We also know that there is a physiological connection between BAC and beers, but we do not typically assume a causal relation.

Another thing to add in to the answer about cause and effect is that body weight and sex of the individual will impact BAC. These would be confounding variables that might keep us from proving cause and effect, even though we know there is a relationship between alcohol consumed and BAC.

7. What is 
[image: image6.wmf]2
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 for our regression of BAC on Beers? Interpret what this means in the context of the problem. Based on the 
[image: image7.wmf]2
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 value here, how effective do you think the number of beers consumed would be in predicting Blood Alcohol Content?

Square r = .8944*.8944 = .80

80% of the variability in BAC can be explained by the variability in Number Beers Consumed through the linear regression line. 

Subject to interpretation, but Seems to do pretty well, 80% is a fairly high 
[image: image8.wmf]2
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 value.

8. Conduct the Simple Linear regression, and write the equation of the regression line.

Simple linear regression results: 
Dependent Variable: BAC 
Independent Variable: Beers 
BAC = -0.012700604 + 0.017963761 Beers 
Sample size: 16 
R (correlation coefficient) = 0.8943 
R-sq = 0.79984075 
Estimate of error standard deviation: 0.020440951 
Parameter estimates: 

	Parameter
	Estimate
	Std. Err.
	DF
	T-Stat
	P-Value

	Intercept
	-0.012700604
	0.0126375025
	14
	-1.0049932
	0.332

	Slope
	0.017963761
	0.0024017035
	14
	7.479592
	<0.0001



Analysis of variance table for regression model: 

	Source
	DF
	SS
	MS
	F-stat
	P-value

	Model
	1
	0.023375345
	0.023375345
	55.944298
	<0.0001

	Error
	14
	0.005849655
	4.178325E-4
	
	

	Total
	15
	0.029225
	
	
	


[image: image9.png]



9. Interpret the intercept in the context of the problem. 

When a person has consumed no alcohol, the estimated expected BAC is -0.0127. Of course, a person with no alcohol in there system should have a BAC of 0, so the intercept doesn’t have a meaningful interpretation in the context of this problem.

10. Interpret the slope in the context of the problem.

For every 1 additional beer consumed, BAC rises by an estimated expected 0.0180. 

11. Predict the BAC of a person that has consumed 15 beers. How reliable is this prediction?

BAC = - 0.0127 + 0.0180*(15) = 0.2573

This prediction is not very reliable since it is so far out of the range of our data. Remember that we must be careful with extrapolation. Note: F.D.L.F.E.

12. Plot the residuals against the fitted data. Does the residual plot have any patterns that suggest that the fitted regression model is not appropriate? Explain.

No, there is no pattern here, so the linear regression model seems appropriate.

The one person whom consumed 9 beers seems to have a high residual, and further analysis may be required on the effects of higher alcohol consumption.




[image: image11.png]



13. A tangent for a moment, judging by the below scatterplot of residuals vs. the predicted values, do you think the linear model is appropriate here?  NOTE: This is the residual plot for a entirely different regression from the one we are currently conducting.

Obviously, the simple linear regression model is not appropriate, there may be a quadratic relation or other variables that we left out of the regression.
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14. Given the regression equation you found in part 7 and a residual of 0.30, what can we say about the prediction BAC at this value number of beers consumed? Assume the person consumed six beers, what is the actual BAC at this data point?

We can say that we underestimated the actual BAC. That is the model is predicting a BAC lower than the actual BAC at the given number of consumed beers.

So, we predict BAC = - 0.0127 + 0.0180*Beers = BAC = - 0.0127 + 0.0180*(6) = 0.0953

The actual BAC after consuming six beers is 0.10.

15. Let’s go a little bit further to broaden your knowledge of regression. Below are two additional regression outputs in an attempt to better predict BAC from more variables. Discuss what changed from the above regression. Are these better models? Is one a better model than the other? There are lots of interesting features to talk about.

Regression 1: 
Dependent Variable: BAC vs. Independent Variable(s): Weight_OSU, Beers 
Parameter estimates: 

	Variable
	Estimate
	Std. Err.
	Tstat
	P-value

	Intercept
	0.03986335
	0.010433283
	3.8207872
	0.0021

	Weight_OSU
	-3.6282092E-4
	5.667988E-5
	-6.40123
	<0.0001

	Beers
	0.019975713
	0.0012628994
	15.817343
	<0.0001



Analysis of variance table for multiple regression model: 

	Source
	DF
	SS
	MS
	F-stat
	P-value

	Model
	2
	0.027816117
	0.013908058
	128.33197
	<0.0001

	Error
	13
	0.0014088831
	1.0837563E-4
	
	

	Total
	15
	0.029225
	
	
	



Root MSE: 0.010410362 
R-squared: 0.9518
Regression 2: 
Dependent Variable: BAC vs. Independent Variable(s): Beers, Weight, Gender = male 
Parameter estimates: 

	Variable
	Estimate
	Std. Err.
	Tstat
	P-value

	Intercept
	0.03870783
	0.010972462
	3.5277252
	0.0042

	Beers
	0.019895956
	0.0013093256
	15.195577
	<0.0001

	Weight_OSU
	-3.444049E-4
	6.842001E-5
	-5.0336866
	0.0003

	Gender_OSU = male
	-0.0032403069
	0.0062860446
	-0.5154763
	0.6156



Analysis of variance table for multiple regression model: 

	Source
	DF
	SS
	MS
	F-stat
	P-value

	Model
	3
	0.027846638
	0.009282213
	80.81081
	<0.0001

	Error
	12
	0.0013783621
	1.14863506E-4
	
	

	Total
	15
	0.029225
	
	
	



Root MSE: 0.010717439 
R-squared: 0.9528 
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